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Abstract

Programming Contest Scoring System v3 (PCSS3) is a piece of soft-
ware developed at the Czech Technical University. It can be used to run and
evaluate programming competitions, such as ACM ICPC.

This paper describes the system architecture and features that distinguish
it from other existing evaluation systems. The main goal is to provide a pos-
sible source of inspiration to other authors. It is not our intention to make
comparisons or to claim some of the systems being “the best one”.

1 Introduction

1.1 Competitions

The original purpose of theProgramming Contest Scoring Systemwas the evalua-
tion of programming competitions held at the Czech Technical University (CTU).
These competitions follow the model introduced by the ACM International Col-
legiate Programming Contest (ICPC). PCSS3 may be configuredto some extend
to support different types of competitions, but they shouldalways exhibit some
common characteristics, described in the next paragraph.

In a competition, participants (contestants) try to solve severalproblemsin
an allocated time. They create solutions to these problems and submit them to the
evaluation system. Each such solution, which is also calledasubmission, consists



of exactly one file. Submissions are then evaluated by the system, each of them
resulting in one of several possibleoutcomes.

The final results of the competition are then computed based on the following
criteria:

• Number of submissions for individual problems.

• Time when the submissions were made.

• Submission outcomes.

If PCSS3 should be used for competitions that do not fit into these characteristics,
some parts of the system would have to be re-implemented.

1.2 History

We would like to briefly mention PCSS3 history to help understanding the moti-
vation behind.

The first programming contest at the Czech Technical University was held in
1995, using a set of simple shell scripts that evaluated submissions. Jan Kybic,
a member of the winning team, joined the organizers for the next year and wrote
a real evaluation system, giving it the nameProgramming Contest Scoring System.
[1] The system was successfully used for two years.

Then, it was decided that the CTU would host the 1998 Central Europe Re-
gional Contest, with about 50 competing teams. At those times, the organizing
team could find no computer that would be powerful enough to host the whole
evaluation system for such a big competition. Therefore, itwas decided to imple-
ment a new distributed version of the system.

PCSS3 was implemented in the first half of 1998. Although manymodifica-
tions have been made since then, the principal design still remains the same until
today.

The rest of the paper is organized as follows: Firstly, PCSS3architecture
and function is described. Secondly, the most important features are pointed out.
Then, we briefly mention our experience with the system and conclude by listing
possible directions for future work.



2 Architecture

2.1 ACL

PCSS3 consists of several components that communicate witheach other using
a computer network. AnAbstract Communication Layer(ACL) is used to pro-
vide the communication. The ACL was developed together withPCSS3. It is
a platform-independent library based on TCP/IP, which provides the following
functionality:

• Naming and lookup service.

• Best-effort message delivery.

• Arbitrary long messages.

• Transparent usage of secure connections.
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Figure 1: Communication between Components

Figure 1 shows the sequence of actions when a message betweentwo com-
ponents is being sent. There is a naming service that allows core components



(servers) to register under their pre-defined names. Other components (clients)
then lookup the servers using the name to discover their IP address and send mes-
sages to that address. When a message gets delivered, it is accompanied by the
client name and address, which may then be used to send a response. Therefore,
the clients do not need to register by the naming service.

If a network problem occurs, the ACL asynchronously tries todeliver the mes-
sage until it succeeds (or until the program is stopped). A library call returns
immediately, while a background thread continues trying tofinish the delivery to
a remote party. The messages are stored in internal ACL buffers and they may be
much longer than a single packet size.

The library also allows to transparently use secure connections instead of
a plain TCP. In such a case, the SSL protocol is employed to encrypt and sign
the communicated data. Therefore, the communication becomes secure and com-
ponent names may by used as a reliable way of authenticating other components.

2.2 Components

Figure 2 shows basic components of PCSS3 and their mutual interaction.
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Figure 2: Basic PCSS3 Components



Contestants (and possibly other users, such as spectators)access PCSS3 using
varioususer tools. The tools communicate solely with twofront-endcomponents,
calledproxy andinfod.

Theinfod (“information daemon”) keeps all information about the current
contest state and provides all necessary data to the user tools, which then display
the results to contestants.

Theproxy is a relatively simple component that only accepts submissions,
assigns them a unique identifier and a current time-stamp, and stores them into
a local storage. The submissions are then periodically retrieved from the storage
and passed to other components, namelycml.

Thecml is a core component, it serves as the brain of PCSS3.∗ It receives
submissions, distributes them among evaluation components, gathers outcomes,
and sends the contest results toinfod. The responsibility ofcml is also to keep
the complete state information about all submissions and their outcomes.

Evaluation components take individual submissions fromcml, examine them,
and respond with appropriate outcomes. If necessary, each evaluation component
may be configured to evaluate submissions belonging to some of the problems
only. This allows to employ specialized evaluation algorithms.

2.3 Evaluation of Submissions

As described above, the evaluation of individual submissions is performed in sep-
arate evaluation components. Currently, the only implemented evaluation compo-
nent iscompserv (“compile server”), which evaluates submitted programs, as
usual in programming competitions.

The whole evaluation process is illustrated in Figure 3. A submitted file is
compiled with an appropriate compiler and the resulting program is executed and
provided with test input data. If the program executes without errors and termi-
nates within the allocated time, its output is checked. There are two different
modes of the checking:embeddedandexternal.

The embedded judging compares the program output with an expected data
file. If it is exactly the same (except for the amount of whitespace), the outcome
is acceptedand the problem is considered solved by the corresponding team. If
the output differs, it is searched forkey fragments, which are marked in the out-

∗CML was a big super-computer in an old famous Czech sci-fi TV series for children, broad-
casted in 1980s. It is an acronym, when translated, it statesfor something like a “Central Brain of
Humankind”.
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Figure 3: Submission Evaluation Process

put data. If all of these fragments are found, the outcome will be apresentation
error, otherwise, it is awrong answer. The key fragments represent “important”
answers. Usually, these are numbers, but anything else can be selected by judges
(authors of problems and test data).

The external judging runs an external script that checks theoutput and decides
which of the three possible outcomes should be used.

Compile servers put two important restrictions upon submitted programs, to
protect the environment against potentially malicious code contained in submis-
sions. First, all compiled programs are searched for all used library symbols.
These symbols are then matched against the list of allowed (valid) and disallowed



(invalid) functions. If a program tries to use an invalid symbol, the submission
outcome will be a special status (invalid library call). If any symbol is unknown
to the evaluation system, an operator is asked whether it should be allowed or not.
The symbol is then remembered for future use.

The other protection is achieved by limiting the process rights by the means
provided in the operating system: root directory of the process is changed to a des-
ignated “sandbox” directory, the process is executed undera non-privileged user
account and strict memory and CPU limits are applied. These restrictions mini-
mize the risk of undesired actions the program might try to invoke.

All executed program have also limited time to their disposal. If they exceed
the allocated time limit, it will result in an appropriate submission outcome. For
counting the time, a CPU time is always used, which should give reasonable re-
sults even if the evaluation machine is loaded by other work.In praxis, however,
it is recommended to run compile servers on separate machines dedicated for that
purpose only.

3 System Features

This section is the main reason for writing this paper, because it emphasizes the
most important features of PCSS3 that may not be present in other evaluation sys-
tems. We mention interesting aspects that may interest someusers under specific
environments. Possibly, the information can serve as a source of inspiration for
other authors.

3.1 Stability

As shown in Figure 2, all communication with end users is “shielded” by front-
end components (proxy andinfod), which are relatively simple and therefore
stable. These components are usually started before the competition and continue
running until the very end. They serve as the only connectionpoints for all user
utilities. As a result, the rest of the system may be restarted, if necessary, or
even completely reconfigured during the course of the competition, without being
noticed by contestants.



3.2 Flexibility

One of the most important features of PCSS3 is that the records of all submissions
and their outcomes are stored centrally in one place - thecml component. Beside
storing the information in memory, this component also writes such records into
a text file using a simple and well-defined format. Whenever thecml is restarted,
it will always read the text file and restore its internal state according to the records
found there. Since the contest results depend solely on the submissions and their
outcomes, a plain restart will keep the results intact.

Together with the feature mentioned in the previous section, this gives system
administrators a very powerful and flexible tool for controlling the contest and
performing various ad-hoc interventions. Those who have ever organize a similar
competition are able to imagine how important this feature is.

No matter how careful attention is paid to the problem set creation process,
from time to time, it may happen that some unexpected issues occur requiring
a special treatment. For example, the test data may turn out to be wrong, time
limits set too low, etc.

All evaluation systems provide some sort of support for solving these unex-
pected situations. But the set of supported actions is usually limited. For example,
a complete re-evaluation of one problem may be necessary. InPCSS3, the pos-
sibilities of various ad-hoc reparations are almost unlimited. The administrator
simply stops thecml component, edits the text file with records, and restarts the
component again. A few examples:

• If it is necessary to cancel one submission of one team, the administrator
simply deletes the corresponding line from the file.

• Sometimes, it may be necessary to re-evaluate all submissions for one prob-
lem. The administrator may usegrep or a similar command-line tool to
delete all outcomes for the problem. It is also possible to re-evaluate only
those submissions that were not accepted.

• To manually change an outcome of a particular submission, only one corre-
sponding line of the file may be edited.

Almost any situation can be solved by this procedure, it is only limited by the
experience and fantasy of administrators.



3.3 Automated Judging

Nowadays, it is hard to imagine an evaluation system withoutsome sort of support
for automated judging. Back in 1997, the situation was different and many regions
did evaluate submissions more or less manually. As described before, PCSS3
supports automatic evaluation of computer programs, allowing to compile and
execute them, and compare their output with expected data.

The main advantage of automated judging support in PCSS3 is the separa-
tion of the evaluation algorithm into a detached component (compserv), which
makes it possible to change the evaluation easily. For instance, a special program
may be written that handles one of the problems in some very specific way.

Until now, all competitions held at the Czech Technical University used the
automated judging provided by PCSS3. During the competition, the judges have
possibilities to review the results and verify them, if theywish.

However, if necessary, it is always possible to implement anevaluation com-
ponent that would provide support for manual evaluation of either the source code,
the program output, or even both.

3.4 Distribution and Scalability

PCSS3 components communicate over a network. Therefore, they can be exe-
cuted on different physical machines, which effectively allows to distribute the
work, if the system is overloaded.

Especially, the evaluation components are usually replicated, because they
may easily become very busy. This allows fast system responses, even when the
number of submissions is very high. Each of these componentsmay be dedicated
to a single problem, or all of them can cooperate on evaluating all problems.

Another advantage of the distributed environment is that some of the compo-
nents may be replaced by other implementations. For example, special versions of
the front-end components (proxy andinfod) were implemented, which allow
to send submissions using e-mail messages. We even considered running a pub-
licly available evaluation system with some problem archive, but the University
of Valladolid system [2] did the same first — and much better.

There is another example that demonstrates the flexibility of our distributed so-
lution. Originally, PCSS3 was run on UNIX terminals and supported only a simple
text-based interface. Recently, new web interface was created, only by adding two
new components, without modifying the others.



3.5 Portability and Interoperability

The system components are written in a portable way, which makes them in-
dependent on the operating system. In the past, PCSS3 has been successfully
run on Linux, HP-UX, and Solaris. The communication protocol is platform-
independent, which allows the components running on different operating systems
to cooperate even within a single contest.

Although not originally intended, PCSS3 may be used for geographically dis-
tributed competitions by running components on different physical sites.

4 Experience

Since its initial version, PCSS3 was successfully used to evaluate 4 regional con-
test (Central Europe), 10 Czech national contests, 8 local university contests, and
many small “mini-competitions” used for the practice of CTUstudents.

Except for the very first year, the Czech national contest (“CTU Open”) is
held as a multi-site competition, which means that participants are distributed in
several locations. Since 2002, the contest can be called international, because one
of the sites is in Bratislava, Slovak Republic.

For example, in 1999 Central Europe Regional Contest, the PCSS3 evaluated
816 submissions from 47 competing teams in 5 hours. It means an average of one
submission evaluated in every 22 seconds.

During the past 10 years, no significant troubles were causedby PCSS3 mal-
function. As in every other region, sometimes there happened some minor issues,
but these were usually caused by either a human error or hardware problems.
Thank to the PCSS3 architecture, it was often possible to submit solutions even
while such an issue was being solved.

5 Future Extensions

Although PCSS3 works well, there are some possible extensions we would like to
implement in the future.

• The secure communication support should be revised and enhanced. In the
current version, it is relatively difficult to distribute all certificates during the
installation. Moreover, some of the components do not fullyauthenticate
message origins.



• Both front-end components currently support only one running instance in
a single competition. It would be nice to have the possibility of their replica-
tion. Typically, in a multi-site competition, the organizers may want to have
one pair of front-end components running on each of the sites. If a con-
nection between the sites becomes temporarily unavailable, the users would
still have a possibility to submit solutions and/or to display last known re-
sults (although possibly stale).

This feature was not implemented yet to keep the front-end components as
simple as possible. Beside the more complicated core, it will bring some
new issues, for instance, the guarantee of globally unique identifiers or the
reliability of time-stamps assigned inproxy.

• The outcome returned by evaluation components is currentlyvery simple. It
may be one of a few pre-defined responses, without any other information.
In the future, the outcome should be extended by other attributes, such as
the running time, code length, etc. These extensions could then be used to
compute contest results, e.g., for breaking ties.

• ACL was written back in 1998, in the gold times when the Internet was
relatively simple and open. The authors did not care much about restricting
the set of used TCP ports and about other implementation details that should
be considered today. As a result, the ACL is not optimized to be used in
an environment containing firewalls and other network filtering rules. It
would be nice to change the implementation with respect to this.

6 Conclusions

PCSS3 has some unique characteristics and features that arerarely available in
other evaluation systems. Especially:

• Stability of front-end components.

• Very flexible possibilities for solving unexpected situations.

• Automated judging with easy-to-replace evaluation components.

• Distribution of workload and scalability.



We realize that every system must have its pros and cons, PCSS3 is no excep-
tion. However, we believe that some of its features may be important for specific
groups of users. Also, this description may inspire authorsof other systems. That
is the main reason for writing this paper. And if anyone finds the information
contained here useful, our main goal will be reached.

References

[1] J. Kybic: Programming Contest Scoring System.
Bachelor’s diploma thesis, 1996.

[2] http://icpcres.ecs.baylor.edu/onlinejudge/
On-Line evaluation system.

[3] http://www.ecs.csus.edu/pc2/
Home page of the PC2 evaluation system.

Acknowledgements

We would like to thank to all people who contributed to PCSS3 over the past
years. In alphabetical order, their names are: Stanislav Hostomský, Martin Kačer,
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